Revealing the multimodal semantic gap in VLMs via content-
based image retrieval

1 Introduction and Background

Vision-Language Models (VLMs) such as CLIP have revolutionized Content-Based Image
Retrieval (CBIR) by mapping images and text into a shared semantic space. However, a significant
"modality gap" persists where the text embedding of a description (e.g., "blue clothes") and the
vision embedding of the corresponding image may not align as perfectly as expected. This gap often
leads to retrieval errors where the model might favor a visually similar but semantically incorrect
item, such as green clothes, due to shared low-level features or dataset bias. Understanding the root
causes of this misalignment— whether they stem from the "semantic gap" or the architecture of the
shared space—is critical for next-generation retrieval systems.

2 Research Question

To what extent do vision and text embeddings diverge when representing fine-grained attributes
(e.g., color, texture)?

How to improve the Mean Average Precision (mAP) for attribute-sensitive queries?

3 Tasks & Goals

Literature Review: Study the fundamentals of VLM embeddings, focusing on the
"modality gap" and existing contrastive learning limitations.

Feature Discrepancy Analysis: Use pre-trained VLMs (e.g., CLIP or SigLIP) to generate
embeddings for controlled image-text pairs. Analyze the cosine similarity between specific
text prompts (e.g., "blue clothes") and images with varying attributes (blue vs. green).

*  Methodology Design (The Core Task):

Attribute-Aware Projection: Implement a lightweight method designed to "re-
center" embeddings based on specific semantic niches.

Contrastive Fine-Tuning: Develop a method to penalize "false positives" (e.g.,
ensuring a "blue" text query stays further from "green" image embeddings).

Evaluation: Compare "Standard VLM Retrieval" against the "Attribute-Refined Retrieval"
using metrics like mAP and Top-K accuracy on datasets like Flickr30k or MS-COCO.

4 Expected Outcomes



* A comprehensive analysis of why VLMs struggle with specific attribute alignment (e.g.,
color confusion).

. A novel encoding enhancement method that improves cross-modal similarity precision.
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